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Practical Wonder
 
Travis:  OK, hi. I'm Travis from the Brookside Group. I'm going to be talking about Wonder. Can everybody hear me acceptably? Great. Excellent. The three parts of Wonder I'm going to be talking about, ERChronic, ERTaggable, and the venerable ERAttachment, which seems to come up at almost every [indecipherable 00:26] that we've had so far.
How many people are actively using Wonder? Wow, lots of people. That's great. Hopefully, you'll learn something new or be horribly bored.
ERChronic. This was originally based on RubyChronic by Tom Warner. Mike ported it nearly directly to Java, so if you actually look at the source code for this thing there's a lot of interesting Rubyisms in there. He ended up packaging it up and donating it to Wonder as ERChronic.
It is a natural text time parser, so you want to think of it in terms of Chronic as in chronos and time not other things.
What does natural language actually mean? That means you can type in things like...Any of these are great examples. "Tomorrow," "Next Monday," "In an hour," and get an actual calendar object back, which you can turn into a NS time stamp.
Adding it to your project, very simple. Just go to the frameworks, change your build path, add ERChronic. It should be in your list if you're using Wonder. Here's an extremely simple example. You call this static method parse on the chronic class, pass it your string, and you get back a span object. It's called a span because things in chronic can be ambiguous and oftentimes that will require beginning and an end date to represent properly. We'll get to that a little later.
For now, you get the calendar object out of the span and then convert that to an NS time stamp or however you want to use it.
Here's a quick demo. This is a very simple application. All it's doing is basically that code sample that you just saw. You submit the form. It parses an NS time stamp out of the text that I enter. We can do tomorrow. Get back. This is actually an NS time stamp that's just been formatted.
There's lots of stuff you can type in and get back. That works. We also noticed that Ides of March works. There are all kinds of stuff you can do. It's fairly complete. Obviously, any time you're dealing with textual input like that, things can become rather ambiguous. You can configure chronic to behave in certain ways, depending on what your application is trying to do by passing it an options object.
The first way you can configure it is talking about whether or not you're dealing with the past or the future. If I just typed in "Wednesday" for example, I have no idea if it's talking about next Wednesday or last Wednesday. I need to tell it what context I'm working in.
That's the pointer‑type object. It's got these names on it that you can pass in to tell that you want past or future. The default is to assume that you're working with future dates. Obviously, that's not always what you want, so you can change that.
Here's what it looks like in code. The first option is changing the default to work with pointer type of past. If I just passed in Wednesday it would default to last Wednesday. If I set it to future, it will assume I'm talking about next Wednesday.
You can also redefine now, which makes all of the conversions relative to the date that you set. If I have an application that is, for example, talking about some event in the future and I want people to input data and have it relative to that future event, that might be a good reason why I would define what now means to chronic.
Obviously, the default is the current date. That is certainly the most common. The way you would do that, just get a calendar, manipulate it to whatever you want. In this case, we're adding four days to it. Then we pass in that options object and tell it to parse, and it will parse Wednesday and evaluate that as the Wednesday four days from now, for example.
Spans, tomorrow is a 24‑hour span. We need an exact moment in tomorrow to actually return a valid object. When tomorrow are we talking about? The default is set up so that it guesses a point in the middle of whatever time span we're talking about.
In that case, there is a method on span that will tell you whether or not this is a singularity. If this is a particular moment in time, if you were precise enough, or you have this set to guess a mid point, that will return true. If not, then your span will have a begin and an end calendar in the span object that you can use.
Here's what that actually looks like. If I have set this to false, which I do by just passing false into the options constructor and I say get the begin calendar, that will start at 12:00 A.M. tomorrow and the end calendar will be set to 12:00 A.M. the day after tomorrow. What this means is when you're not guessing the midpoint and you get your span back, it's going to have two dates in it, a begin date and an end date, that represent the entire span of time that you're talking about that was ambiguous. I'll have another example about that shortly.
What if I just put in an integer, say, like nine. It's A.M. or P.M., chronic doesn't know, it will take a guess, and you can configure the way that it guesses. If you pass an integer into options, it defines a range between A.M. and P.M. of that particular hour, whatever you're passing in, and the default is six. In this case, if I put in nine with six being the default, it's going to look between 6:00 A.M. and 6:00 P.M., and it will find 9:00 A.M. in that case. I have an example because that's really confusing.
This is the default. If I just type in the number nine with six being the default, it will look between 6:00 A.M. and 6:00 P.M., and it actually finds 9:00 A.M. in that range, and so that's what it will use. This is what it looks like in code. In this case, I am doing the default using six. If I parse nine, it will come up with 9:00 A.M. If I change that to 11, it's going to look between 11:00 A.M. and 11:00 P.M., and the number it finds between is actually 9:00 P.M. Then, it knows I'm talking about 9:00 P.M. instead of 9:00 A.M.
Any questions on that?
Man 1:  [indecipherable 08:58]
Travis:  Yes. If I define a range...The question is what does it look at first? If I define this integer as six as the default, it will look between 6:00 A.M. and 6:00 P.M. The only version of nine that it's going to find between those two is 9:00 A.M. Now, if I were to pass in the number six, it will choose 6:00 A.M. because 6:00 A.M. occurs before 6:00 P.M. So, in that case, it does pick the first one that it finds. Yes? Another question?
Man 2:  [indecipherable 09:39]
Travis:  If I passed in nine?
Man 2:  [indecipherable 09:51]
Travis:  Oh, OK. It would choose 9:00 A.M. because it always starts at A.M. It picks the first one. If you pass in something whacky like 32, it just reverts to the default. Using this in web objects, this can be really handy for a lot of things if you don't want to mess with Java calendars and stuff, and you know a particular date you're working with. It's sometimes easier in code to just use chronic and write it out as a string or set it in a properties file, and then have chronic parse that into an actual date object. But, you can also use it in the UI, obviously.
A simple way to do that is just bind a text field to a string, parse the timestamp out when the form is submitted, or you can get fancy and use a formatter. For this example, I've created a simple subclass of simple date format. Typically, you write in web objects and you're using a formatter. You need to have the input match the formatter pattern for it to accurately translate it into an MS timestamp.
If not, you get a validation error. Or, you can use a graphical pop‑up calendar or whatnot. Especially if you're talking about dates in the past, it's sometimes easier to allow people just to type in quickly what date they want and text.
This is a way that allows it to use the format pattern, but if it fails that, it will go in and use chronic to try to parse something usable out of whatever the user entered. This is big and hairy to it, but it'll be in the slides that you can download later.
The big, interesting part here is just if there's a parse exception or it doesn't work, then we drop down to chronic to try to use it to create the input. This is using the formatter in your web component. It's very simple. Just create a new chronic formatter with the format pattern that you want, just like you would use a simple date format.
Right now, your chronic is English only, but it uses a fairly straightforward tokenizer. When it's parsing input, there is a lot of regular expressions in there but not too terribly many, so if someone was feeling industrious, you could probably make this support other languages without a terrible amount of effort. I'm not going to do that.
That's air chronic. I have one more quick demo. For demonstrating these three frameworks, I just have this quick [indecipherable 13:03] application built on the revamped version of the Movie's Business Logic that Dave put together. That's great. Let's see.
I can come in and say, this date is not accurate and I think it came out in July, 1980, and it just parses that. You can see here since I didn't specify a date in July, it's configured right now to just guess the input. Let me flip that up a little bit. I can say July, 1979, and there you go. That's just using the formatter.
Now, if I put in something that matches this formatter exactly, it's going to bypass chronic completely and it uses what I typed in. I am not responsible for the data in my sample application.
[laughter]
Travis:  Let's see. OK. That's the ERChronic. Any questions on that before we move on? Yes?
Man 1:  [indecipherable 14:26]
Travis:  The question is whether localization has been done in other languages, like with the Ruby version of chronic or anything? Actually, I don't know. Does anyone know? No one knows. Mike might know. Maybe someone will do that for me. Any other questions while that's being Googled? Yes?
Man 1:  [indecipherable 15:09]
Travis:  That's a good question. I don't know. We could find out. Yes.
Man 2:  I think the main key is the regular [indecipherable 15:25] so it doesn't currently parse, then you could go into the source code and add your own parsing.
Travis:  Yes, and...
Man 2:  Your own rule that [indecipherable 15:34] .
Travis:  Correct. If you look at the source for this in Wonder, it's actually very straightforward. It's not that difficult to go in and add support for different things, which is why it supports things like Fortnight and the Ides of March. This is based, I think originally, on the port, the original port was on version 0.3 of the Ruby version, and I actually haven't been tracking what has gone on in the Ruby versions. There may be some improvements that can be pulled over.
Man 3:  At your day job, are you using this for a specific purpose?
Travis:  Yes, actually. Well, in a recent, previous day job. There, we didn't actually use it in a UI layer, but we used it for configuration. We would have strings and properties files that would describe various dates that things would occur on, and we would parse them out with chronic. OK, if nothing else, I'll move on. ERTaggable, this is another port of something from Ruby by Mike. It allows you to add tagging support to any entity basically in your application in three simple steps. Tagging seems to be a big thing that people like to do now to organize their data. This allows you to say, take my movies entity and add tagging support to it very quickly.
Step number one, create a migration. If you're not using migrations, you should use migrations. If you're not there yet for whatever reason, you can actually just go in and create the SQL scripts yourself to set this up. This is definitely the easiest way to do it.
Create a migration for whatever entity you want to make taggable and have it extend ERTaggable entity zero, which is migration. I should probably have left the full package on that thing, but it is a migration. Then, just call the constructor with the entity name, and that's pretty much it. When your app starts up, if you've got it set to run migrations, it will create all the support that it needs automatically.
Step two, either in your app constructor or your framework expansible class, you can use either of those. Just call the register taggable method on ERTaggable entity with the entity name that you want to tag. It's just that simple.
Finally, this is actually optional but highly recommended. You can add these convenience methods to your EO. Basically, the way this works is it gives you another object. For example, I'm making movies taggable, I would add this to my movie enterprise object class.
What this taggable method does is return an ERTaggable typed as movies, so I can call it "movie.taggable" and then run all my tag methods on that taggable version of my EO. That will be more clear in the examples shortly.
That's it. Once that's done, you can drop in the code and start tagging like crazy. In this example, we get a movie called "Blade Runner" and then we get the taggable version of it, a taggable "Blade Runner," and then I can add tags to it like that.
Well, you can customize this thing to use different tag normalizers, but in the default case, this would end up as two tags. It splits it on the space and trims them. This would be adding two tags to that movie.
Then, of course, you need to find objects that have particular tags on them. In the first case, I'm going to find all movies that are tagged with robots.
In the second case, I can get any entities. If I have multiple, taggable entities in my application that share some of the same tags, then I can bring back all of those that are tagged with robots. That comes back as an NSDictionary with the entity as the key, and then all of the tagged objects for that entity that match the tags you pass in.
Having said that, you may not actually need to write any code like that, depending on what you want to do. There are ER tag field and ER tag cloud components, which give you some pretty good default behavior.
ER tag field gives you a pretty cool, delicious style tag field. All you do is bind in your taggable objects, and the number of tags to show and the minimum occurrences of a tag before you want it to show up. I think this is probably best shown with an example. That's what it looks like in code, very simple, just bind in your taggable object.
Let me actually show you what this looks like. We'll pick on alien again. Here are some tags. There are tags that are in the system already. These are the tags that are set currently on alien, in particular. That code snippet I just showed where you bind in the taggable object. That's what it renders as, is this sort of thing.
I can add another tag to it. You can see now that monster is one of the tags that is available for me to select. You can set as options to that component the number of tags you want to show up down here, and like I said, the number of occurrences of a tag before it qualifies to be shown down there.
I could say, I only want tags to show up in this list if they've been used more than 10 times or whatever in the system. You can also come down here and select a tag. If the tag is not darkened, if it's blue, then I can just click on it and it automatically adds it to the list. That way, I can reuse tags that I've used before quickly.
ER tag cloud, this component will generate a tag cloud. If you're familiar with those, if you're not, they are basically just shows you a jumble of all your different tags with different sizes. If your tag has been used 50 times more than another tag, it may be larger and bolder or whatever. It's really hideously expensive to generate, although Mike can insert some fairly gnarly code, I think it was Mike, to make it usable.
It has this cache values that you can combine. Ideally, you want to cache it, and then you can bind this other value. It should reset the tag cloud. What that does is when the bound value evaluates to true, it will toss the cache and regenerate the tag cloud basically. This is what it looks like.
In this case, I'm not caching. You bind in the entity name of what you want the tags. If I bound in movie, it would show me a tag cloud of all of the tags that have been assigned to different movies. Tag and tag clouds are just strings. You bind those in and use them on your component. You can use them in your CSS to file the tag cloud. There's also a default CSS in the Ajax framework that gives you a pretty decent look and feel.
The way this works is anything that's wrapped in the tag cloud, it uses this to render each of the tags. In this case, I'm just creating a span with the class for the current tag class and then the actual value of my tag, which is the current tag that's being rendered. It works like a word repetition in that sense. What does it look like? It looks like this.
Here, you can see, this is the sample code I just showed you basically render something like this. You can see the tags that have been used more often versus the ones that have only been used once. Once a tag is no longer used, it's removed from the system. It doesn't hang around without any references to it. If I go in and say, assign mental illness to another movie, I can see that mental illness is now slightly larger and bolder. That's basically the tag.
Man 1:  [indecipherable 26:01]
Travis:  Yes, which always leads to mental illness and invariably rule out monsters. There are a lot of things you can do with the ERTaggable. Entities share the same corp as the tags. If you don't want that to be the case, if you want your movie tags to be considered separate from other tags, you can register an ER tag subclass [indecipherable 26:37] as an entity and have them store those tags out in a separate table instead of all the tags on one table. You can also create your own custom tag normalizer. If you want to treat the parsing of your tags that users input differently, you can do that and register it with the framework. That's ERTaggable.
If anybody has questions on...If you actually want to do those things and want to see code samples, just swing by during a lab or something. We've got tons of that stuff available. Questions on ER taggable? Yes?
Man 2:  If I understand this correctly, I'm new to this stuff and the cloud and things, I can see me doing this for a category and there would be some checkboxes. It seems like maybe the main advantage with this....Sorry, I'll start over. I'm kind of new to this idea of tags and clouds and the purpose of it. I was just visualizing in my mind if I were to do this in the old days, I'd probably just have a category EO and with checkboxes that a user could check off to say it's part of this category or that category. But, it seems like with this, maybe a big benefit of it is that it's very amorphous or user‑controlled.
It grows or dies by user involvement. That ER tag field, in the beginning, there may be nothing there for you to click on, nothing blue to click on, but users can start typing things, like, this really should be dark, and I'll type dark. That's a new category that other people can click on too.
Travis:  Yes, exactly.
Man 2:  And so it's less administrative‑driven and more user‑driven.
Travis:  Right.
Man 2:  It seems like the big benefit here.
Travis:  Yes.
Man 2:  [indecipherable 28:32]
Travis:  Yes, very true.
Man 2:  So if I said dark today, and then somebody else had a better word for dark, like gloomy, I don't know, and everybody liked gloomy better, and they started switching things off, then eventually dark would never have even one instance, and then it would just drop off as an option.
Travis:  Yes, exactly. After it's not used anymore, it is deleted.
Man 2:  Very cool.
Man 3:  Hi. My question's related to his. Is there a way to have a set number of tags that you can have and potentially matched to a [indecipherable 29:17] like tag? For instance, if I had, say, Java or programming, and if I wanted them only to be able to put in certain types of tags, that it would reject or accept based on a predetermined list...
Travis:  Yes. There's not a way explicitly to do that. But you could hook into the framework and do that, by creating your own normalizer might be one way to do it. Also keep in mind that the components that come with it are good for what they are. But there are also a lot of good methods you can use so you can drop down into code and build your own components right around this basic API.
Man 4:  I don't know if I understood very well, but I don't understand how the tags are saved in the system. How do you keep that...?
Travis:  Oh, how they're actually persisted?
Man 4:  Yeah.
Travis:  OK. So basically there's some magic that goes on in the framework that adds this taggability to the app. So that's when you get the taggable version of your object, and you add tags to it. Once you've done that, it uses the same editing context. So it's that object. So you need to save changes on the editing context, and when that's done, it's automatically then sent back out. Is that what you mean?
Man 4:  [indecipherable 31:02]
Travis:  Yes.
Man 4:  The migration [indecipherable 31:07]
Man 2:  For the people who are unfamiliar with ER migrations, that step was to set up a set of custom tables in your database that would store the tags, and that ERTaggable completely manages that and takes care of writing and synchronizing and hooking them to your entities. So you don't have to actually do any work in the database to make this happen. And if you are unfamiliar with migrations, please hold all questions 'til tomorrow morning, when I will answer all.
[laughter]
Travis:  Anything else on tags? Like I said, if you want to see how to customize some of this, just come see me during the lab time or something. I've got tons of sample code for that. ERAttachment, this one's huge so I'm going to...I will get done by noon so we can have lunch. This allows you to very, very easily support attachments in your web objects applications. It's very configurable. It allows you to use various storage engines as built in support for storing attachments in the database, the file system, or Amazon's S3.
Mike loves this one for good reason. It takes something that's usually annoying and complicated and makes it quite straightforward. And again, based on something from Rails. They have some excellent ideas over there.
Setting up is quite easy. Select the framework and add it to your project when you're editing your build path. If you have migrations turned on, which you really should have migrations turned on, it will create all the tables it needs when the app starts.
You need to make sure that you have DD connections to find, either globally or if you're not doing it globally, specifically for ERAttachment because that EM model will get loaded and it needs to know how to connect to your database. If you don't know how to do that, come during lab time and there are Wonder properties that you can set to do all those magically. It's wonderful stuff.
Man 1:  Which will also be covered tomorrow morning.
Travis:  Excellent. Also covered tomorrow morning. Next stop is to model the relationship for the attachments. The idea here is that you have an entity in your object that you want to hang one or more attachments off of, so you need to create relationships to those attachments. In this case, we're going to add a poster attachment to a movie so you can have a nice colorful poster picture on each of the movies. I would go to the movie entity, use the handy relationship wizard thingie from [indecipherable 34:03] , select a 2:1 ERAttachment relationship, and just give it a name and a flooring key. That's pretty much all you need to do to set up the attachment relationship.
Then, create a migration for the entity that it added the relationship to. In this case, I'm just creating a migration that extends your attachment migration and calling the super with the entity name, the name of the flooring key, and whether or not to allow null. In this case, we want to because not all movies have posters.
That's basically it. There are components that allow you to get up and running with this very quickly. We'll look at each of these. ERAttachmentUpload is a wrapper around [indecipherable 34:55] file upload or Ajax file upload. There's a Boolean Ajax binding that you can use to tell it which one that it wraps.
This has support for processing your uploads and doing all the housekeeping work automatically. It looks pretty much just like a regular file upload field. You bind in the attachment, so in this case that would be a keypath like movie.poster and editing context for it to be created in.
Storage type, whether you're using database, file system, S3, or you can create your own, but we'll get to that later.
Owner ID. This comes up a little later in the security portion. You can have attachments that are owned by particular people, so this gives you a hook to set that up. If you want to say that attachments are owned by some particular thing.
Width and height. Right now, it does not support automatic thumbnailing, but I'll get to how you can implement that shortly. Right now, if you set width and height the image and it's an image it will be truncated to that and the original will be tossed away. But if you have specific requirements, like for an avatar or something that's a particular width and height then you can set that here and it will be enforced.
That's what it looks like for our example. Editing context is the same one as the movie. We're using Ajax because it's fancy. I bind to the attachment, which is movie.poster. One thing to keep in mind here, you don't actually have to create this attachment. Just bind the keypath to the empty relationship and it will be created for you.
We have a JavaScript function that's called when the attachment is successfully uploaded, so that's a nice little hook. You can get in and do some extra processing if you want.
ERAttachmentViewer. Actually, before we hit that I'm going to do a quick demo of what that looks like. This is it right here. Let me see that. This little area right here is the ERAttachmentUpload component. You choose a file and upload it so we can...If I wanted to find something different that looks much scarier. What happened to our awesome bandwidth?
We'll just make it this tiny one. [laughs] Then we have it very low resolution. But notice that I'm setting, on the viewer, the size of it. It blows it up to a particular representation.
ERAttachmentViewer. This is an inline viewer for the attachment. If you've uploaded a picture and you want to show the picture, you can use ERAttachmentViewer to display it. There are actually different implementations of AttachmentViewer and it will pick one based on the MIME type of the attachment that you're actually viewing.
You can create your own custom viewers, so if you have a custom file type or something that's not supported by default and you want to view it inline you can create your custom viewer and set that up. It's actually quite simple to do.
Let me see a function that...Here's how you use the attachment viewer. Just bind it in the attachment object and, if you want to, a specific width and it will size it appropriately.
ERAttachmentIcon displays a linked icon that represents the file of the attachment. There are bazillions of icons in this framework. Odds are if it's got the proper MIME type the proper icon will come up when you use this component. They are in different sizes. I think they're 16, 32, and 64 pixels.
That's what it looks like in code. You just bind the attachment and give it the size that you want. I believe the default is 16. It will display an appropriate icon which is linked when you click on it. It will download whatever attachment it represents.
Let me show that real quick. This is ERAttachmentViewer, by the way, that's actually rendering this online. See here, we have this little icon by movies that have posters. I can click on it and it will load the attachment. It's just that simple.
ERAttachmentLink. This gives you a hyperlink to an attachment. If you were, for example, doing an online email application or something and a message had an attachment. You want to link to it. You could use ERAttachmentLink. Again, you just bind in the attachment and there's a Boolean download binding that if true will set up the headers appropriately for the browser to actually download the attachments instead of trying to load it in the browser window. That's kind of handy.
I've already done the demo for that so we'll skip over it.
Properties. Like I said, your attachment is extremely configurable. This is how you configure it. Max size is the maximum allowable size of an attachment. Please note, however, that currently this is only done after the file is uploaded. But if you're using Ajax in your ERAttachmentUpload component, there is another property you can set for the Ajax request handler, I believe, that will enforce the max size as the file is being uploaded.
That is useful. It keeps somebody from uploading a gigantic file and having to sit there and wait for it to complete before they find out that it's...
Man 1:  [indecipherable 41:52]
Travis:  Yeah, or inappropriate. Temp folder. If you're using web file upload, again, if you're using Ajax there is a separate thing within the Ajax framework, a property you can set for the temp folder. By default, this is just whatever the Java Runtime reports as the temporary folder. Storage type. Database, file system, or S3. There are, based on which one you've chosen, there are additional properties well get to in a sec. You can set globally your attachment width and height if you want to do that.
Proxy as attachment. What this means is if you have...If you set this to true, basically when you click on the attachment, when you deal with it, it will set the content disposition header to force the browser to try to download the attachment as opposed to play it inline. You can set that globally.
A quick detour for path templates. There are some properties in ERAttachment that take file system or web server paths. Path templates are a way to describe those in a unique way for each type of attachment. We have the following variables for that.
EXT is extension. Based on the MIME type of the file, it will append the primary extension for that MIME type because MIME types can have multiple extensions. It just basically...In ERAttachment it's a NS array of extensions and it will pick the first one as the primary. And so, for example, image/jpg would return .jpg in that instance for EXT.
HASH evaluates as a series of three folders based on a hash of the filename. This is very useful if you're uploading to the file system and if you're going to have a lot of uploads and you want to avoid having 200,000 files in one directory. I highly recommend using HASH in your path template.
NPK is primary key of the ERAttachment object, which you can use to make sure that you have unique naming for your attachments. Filename is simply the original name of the file as uploaded by the user.
Here's how we use that and make it done. Web path is one. If you're using database as your storage type, when you click to download the attachment you need to have a certain path that the attachment request handler understands. You can define that with a path template. The default is /pk.
In your web objects app, you'll see it has WA and slash and then there will be attachments which is a special request handler key that your attachment looks for. Then after that you'll have slash and then, in this case, just the primary key of the attachment that you want. That is sort of the URL that is sent to the app server and then it figures out which attachment you're talking about and sends back the correct one. That doesn't have to be too fancy. PK is usually sufficient for that.
Database also has small data, which is a Boolean binding. If it's true, then your attachment data is stored directly in the ERAttachment object. Usually, if you're storing attachments in the database at all, you would store them in a separate table and then use a 2:1 relationship to reference the actual content of the binary data of the attachment.
If you're using really tiny attachments like avatars that are going to be 20k or something, you may want to avoid the additional fetch of going through the 2:1 relationship and just store it directly in the ERAttachment object. But if you use attachments of any reasonable size, you probably want to store them out somewhere.
File system properties. File system path. This is similar to web path, but this is telling ERAttachment where you want to store the uploaded files on your web server. It would be something like this library web server documents. Say photos hash, so you don't end up with millions of files in one directory, PK and then the extension.
Web path works exactly the same as database. Proxy is another Boolean binding. If this is true, when the file is requested and downloaded it goes through the proxy handler, which means it will be processed by your application server. If it's set to false, then that means it will be served directly by your web server. That can be a big performance benefit if you don't need to do things like security checking or any other kind of processing you might want to do before an attachment is allowed to be downloaded.
File overwrite. If you do end up with a duplicate file system path, it tells you what it should do, what your attachment should do. It will either overwrite if it's true. If not, it will generate a unique name for the uploaded file, such as file 1, file 2, et cetera.
S3. You need the key ID and the access key. These can be encrypted if you want to store them encrypted because they're read by a decrypted stream for key and its properties so you don't have to have these in the clear, hanging out in your app.
Your S3 bucket, if you're familiar with S3 you need to have a bucket and it must already exist. ERAttachment will create it for you. The key is simply the name of the file. It uses path templates like the others.
Getting close to the end. Configurations. All these properties that we've talked about are global but can also be set with a specific configuration. I can name a configuration for a specific attachment in my system. All of the ERAttachment components take configuration name as a binding, so I can say for this thing I want it to bind to the configuration for my poster attachment. I may have another larger attachment that I want to treat completely differently in ERAttachment so I can build a specific configuration for that.
Here's an example of that. Movie poster, this is small. I'm going to just store this in the database. It doesn't really matter what you call it, but I would highly advise calling it after your entity name dot relationship name for the attachment that you're configuring. It keeps things much more straightforward.
It's a movie poster. We can store that in the database. DVD rip, probably want to store that in the file system as it is quite large.
Each of these properties that we went through before you can use the configuration name between them here. And so, almost everything about this can be customized per attachment. I can have multiple attachments per entity and treat them appropriately.
Security. Only for proxied attachments. We talked about that a little bit with file system. Database and proxied file attachments are the only thing that are considered proxied. Otherwise you would set up security through your web server through Apache or if you're using S3 through Amazon.
If you want to do something with security, there's a delegate. You can create a delegate object, implement your attachment request handler delegate. There is one method you need to implement. Attachment visible returns a Boolean and you get the will contacts request and the ERAttachment object with which you can decide whether or not to allow access to the attachment.
This is where, if you want to have the concept of somebody owning a particular attachment or something where the owner ID might come in, the binding that you set on the attachment upload component.
Here's how you set it up. AppConstructor. Get a reference to the ERAttachment request handler and set the delegate object. Very customizable. You can create your own MIME types, so if you have file types that aren't in the default. There's a lot in there, but there's always an edge case. You can create your own MIME types. You can add your own storage engine.
We talked about custom viewers for your attachment viewer. If you have a custom type of file or something that's not supported by default and you want to view it in line you can do that. These things are all pretty straightforward to set up. If you want to see samples of how to do that, just during lab hour or something come see me and I'll hook you up with that.
Last thing, image processing. This is fairly newish but very, very cool. It allows you to do thumbnailing and a whole bunch of other stuff. There are currently three implementations. One is the fall back, Java 2D. It should be everywhere but it's really slow. But depending on what you're doing, it might be fast enough.
ImageMagick. If you've got that installed you can have it use that, as well. And the really cool, fast one is, of course, ImageIO. Core image built on top of OS X. For that, you need to build the ImageIO image processor [indecipherable 51:55] . If you're interested in doing that, there's instructions and source. It's pretty straightforward.
If you're doing a lot of image processing and uploads like thumbnailing or whatever, really, really fast. And you can do watermarking and other stuff, as well.
Man 1:  [indecipherable 52:13] .
Travis:  It's awesome. Yes, question.
Man 2:  You might not be able to do that on a server machine. It may not have the correct video card. That also [indecipherable 52:22] the video card, right?
Travis:  The question is whether that offloads to the video card and whether that would work on a server machine with a crappy video card. Yes, it will work because it falls back to the CPU.
Man 1:  Card.
Travis:  Yes. At the core image level it will fault back and use the fastest thing it can find.
Man 1:  So the benefit would be if you had a video card there. It can still...
Travis:  Fast. It's very highly optimized. If you want to do thumbnailing, there's ERThumbnailer, which is specifically designed to that. It hands stuff off to ERImageProcessor for doing that. If you want to set that up, one way to do it is to hook into attachment upload with the attachment processor delegate, and then you can get an image processor, set your delegate object on it, and process the upload as it comes into your attachment. That would be a time you could do some manipulation on the image. That's your attachment. Questions? Yes.
Man 1:  I'm just curious about the file sizes it's capable of handling. Is it all sizes or a smaller range like 15 megabytes to up to a gigabyte, that size?
Travis:  Yes.
Man 1:  Does it handle them all equally or does it have trouble with some?
Travis:  It depends on how you're doing it. If you're storing it in the database, and I believe this is true. It was last time, unless Mike has done something recently. If you're storing it in the database, it's not going to stream directly into the database. It's going to go to memory first, so keep that in mind. If you're uploading to the file system, and if anybody knows differently please correct me, I believe it does stream to the file system so it won't eat up all of your memory. If you're uploading to S3, this is cool. It actually uploads in a background queue so you don't have to wait for the attachment to be fully uploaded because sometimes that can take a while with S3. What you can do is you can return immediately and the attachment is then in an unavailable state until it comes back, until that queue is processed.
There's an API for dealing with that so you can treat those differently. There's actually a component specifically designed to show...if you try to look at a component that's not or an attachment that's not available.
Man 1:  My question is about the thumbnailing of the images. Is that kicked off automatically when you upload using the ERAttachment file upload component? Is there some special magic you need to do to make it...?
Travis:  Yes. Right now, to get real thumbnailing, you need to do it yourself. But you can hook into the process and do it by defining a delegate, so that when a file comes into your Attachment, your delegate method will get control and be able to process the attachment as it's coming in. Mike has automatic thumbnailing code written for one of his apps, but has not gotten around to putting it into the Wonder version of Your Attachment yet.
Man 2:  He's such a slacker! [laughter]
Travis:  I know, it's terrible. Any other questions? OK, so if you have questions about customizing any of these things again, just come up during lab time and we'll hook you up. So, thanks! [applause]
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