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This Years Model
 
Man 1:  [0:05] Funny thing happened to me on the way to the conference. How many people here follow my tweets? Yeah. The solid state drive in my laptop decided to break itself. I didn't have a backup of my presentation. [0:26] So, some frantic phone calls home and some time spent last night on not going out for an amazing dinner, have resulted in a rather Frankenstein based machine. So, I'm apologizing in advance for the state of this presentation and hopefully, it doesn't go down in flames and hopefully you get something out of it.
[laughter]
Man 1:  [0:57] I hate you, Chuck, you must die. [1:02] This is a grab bag of topics that all kind of revolve around managing your database, connecting to your database, and working with your model. I am not all that witty at the best of times, but this is this year's model.
[1:21] We're going to talk about connection dictionary twiddling, which is not nearly as rude as it sounds. No blindness or palm shaving required. Using EO prototypes, and using migrations. So, I didn't just write these slides this morning after hearing Travis talk. I really had them planned this way.
[1:50] So, on note. I'm going to talk about, if I'm talking about implementing things, I'm going to talk about them from the standpoint of vanilla WebObjects, but I'm going to do so fairly lightly, because most of this stuff, you get a lot of help doing so from within Project Wonder.
[2:08] Even if you are implementing this stuff in vanilla WebObjects, I recommend you go look at the code for Wonder and see how they've done it, because they answer a lot of the questions that you might have about what the best way to do it is.
[2:24] So, let's start with connection dictionary twiddling. Question, obviously, is what is this? It is the modification of the EO model connection dictionary at run time. The connection dictionary is that stuff that you set up in NDD modeler or EO modeler if you remember back that far. The URL to connect to your JDBC database, the user name, the password, that kind of stuff, and that's all stored in an NS dictionary.
[2:52] Why would you want to modify that? Well, maybe you want to load your connection information from properties or from some other source. Maybe you want to centralize all your database connection information all in one place. Like that.
[3:09] Maybe you want to choose a connection information for your database based on deployment needs or based on the different developers. Maybe different developers have different environments that they need to connect to. Or maybe you've got remote developers who need a different URL to connect the database, because they're going in through a VPN or something. Whatever.
[3:31] You want some more flexibility over it and you don't want everybody to have to modify the values right in the model, because the problem with that is that you have to change that every time you want to do something.
[3:44] If people commit their stuff to the source code, the repository then breaks for other people. It's just nasty. So, it'd be nice to be able to move that stuff out of the model and put it somewhere else.
[3:58] Doing so is pretty straightforward. In Vanilla WebObjects, you start by getting the EO model. You can get that from model group, called default group, and that gives you the default group for your project. And you call model name, and that will return an EO model for that model name.
[4:22] Alternately, you might want to modify all of the models in the model group. So, you can ask for models from the default group, and that'll give you an NS array. And then, you can iterate through those models and modify all of them.
[4:40] From each model, you can just ask for its connection dictionary, and this'll give you the dictionary that's been set in Entity Modeler. You can also replace the connection dictionary. So, you can say just "Set connection dictionary," with a new NS dictionary of your own making.
[5:04] Where you choose to do this, obviously, you want to do it someplace early in the launch process, before it's actually talked to the database. So, you could do that in the constructor of your application class. There's also notifications that you can register to, for when models get loaded, but actually, when you call default group, I believe it loads all the models, then.
[5:34] In the dictionary, there's some standard keys, there's URL, which is the JDBC URL for your database. There's user name, password, driver, and plugin. They may not all be used. So, you may not use the plugin, if there's no plugin for your database, for instance.
[5:57] A few hints. These are things that, in the past, when I've done this myself, I like to make a mutable copy of the existing dictionary. I asked the model for his dictionary, and then make a copy of it. And then, pull new values from wherever I'm pulling them, and then, only replace the values that I've got.
[6:17] So that, if I've got the driver set in the original connection dictionary, I don't want to override it with null or have to set it in my properties. If it's there already, I'd rather just leave it. I'm only overriding the values that I need to override. Also, you might want to keep the original dictionary around in case something goes wrong when you try to set these values.
[6:45] To identify whether you've got a valid connection dictionary, this is code that I've used in the past. You can grab the EO adapter by passing it in a model and then temporarily set the connection dictionary on the adapter and ask it to assert that the connection dictionary is valid. If the dictionary is valid, then it'll pass. Otherwise, it will fail with a JDBC adapter exception.
[7:12] If you've kept the original dictionary around, you can revert to the original dictionary and let your user know that something bad happened.
[7:24] In Project Wonder, there's already code there for doing this based on the most common set of scenarios and that is pulling connection dictionary information out of properties files. You can do so globally. There's a series of properties that you can set for the five keys in the dictionary and they all follow this naming convention. DB connect, URL global, and then you give it the URL. Same for user global, password global, driver global, and plug‑in global.
[8:10] Oftentimes, this is all you need to do because lots of people, for a given project, have standardized on their username and password for all of the models that they're using in a project for the database. But, sometimes you need to override for things, specifically for a given model. You can do that as well. You have per‑model properties that you can set as well. Again, same kind of naming convention for all of them.
[8:40] You give it your model name and then dot URL at DB user, at DB password, at DB driver, and DB plug‑in. You can set common stuff with the global settings. If your username and password are going to be the same, and maybe driver, you can set those with the global ones and then override just the stuff you need for the individual models so maybe the URL's going to change for each of the models but the other stuff is common.
[9:13] Just a quick word about Project Wonder properties. Project Wonder is just an amazing suit of stuff. There's just tons of things in there and every time I turn around, there's something else that I haven't seen before that is cool. One of the things that Project Wonder brings to the table is this concept of having multiple property files that will get read or used depending on when they're read or what kind of task is happening.
[9:45] The resource properties files that are in your frameworks, there's resource property files that are in your app, there's properties files in your app called properties.dev. Those are used and take precedence if you're in development mode. There's properties.username. That's the username on your machine so if your username is David, which all good web objects developers it should be.
[10:19] This is great if you've got properties that need to vary between members on your team. You can have multiple properties files. When they're in development mode then those properties are going to take precedence. Then, finally, there's also the web objects properties file that's in your local library folder. They are read in this order and the latest ones take precedence over the earlier ones.
[10:46] The web objects dot properties file is great if you have things that you always want to have on your development machine. For instance, I have common Java mail properties that live in that web objects dot properties file because I'm always going to be talking to the same mail server with the same username and password for any of the testing that I'm going to be doing.
[11:17] If you're looking for resources for this, there's part of the web object enterprise objects guide. It's connecting to database connection dictionary, goes through the details of that. That documentation is a little bit more on forcing a connection right now using a custom dictionary, but it still covers the basic.
[11:44] Go in and read the ERX model group source, there's lots of good stuff in there just about setting the connection dictionary. Then Chuck Hill's "Practice Web Objects, Chapter Two" has stuff on twiddling the connection dictionary.
[12:03] Any questions about connection dictionaries? Anyone? Bueller? Oh!
Man 2:  [off mic question] [12:10] [laughter]
Man 1:  [12:14] I would just...Right now, I just go ahead and do it. You could go the whole legal route, but I just don't think it's worth it. Eventually, people will forget that you were ever called anything else. [laughter]
Man1:  [12:30] All right, on to the next topic in my grab bag of stuff, this is using EO prototypes. What are EO prototypes? EO prototypes are templates for attributes properties. You use them when you're modeling, so when you're modeling your EO model. They're like a shortcut to specifying a bunch of properties for your attributes. [12:58] Why would you want to do this? Well, for one, it simplifies the creation of your model. It makes the creation of each of your attributes a lot easier to do. It makes it a lot easier to make global changes. So if I have an attribute and something changes and I need to make all of my first name values in a bunch of entities all longer, I can change just the prototype rather than having to edit each one.
[13:35] I can reduce errors, because I'm entering less code or because I'm entering less information, I have less stuff that I can screw up. I'm not talking from personal experience here.
[laughter]
Man 1:  [13:49] You can also simplify changing databases. If you play your cards right, because you've specified all your external attributes, all your attributes external properties with prototypes it makes it a lot easier to switch to a different database. Because if there are things that change between the databases, you can just change the prototypes that define your attribute properties and you don't have to go through and edit your model individually. [14:28] In vanilla WebObjects, properties were very powerful or very cool but they are somewhat limited and we'll talk about that. But to begin with, the easiest way to add EO prototypes to vanilla WebObjects is to add an EOJDBC prototype entity to your model.
[14:43] So you have a model, you drop in a new entity, and then you model the prototype attributes in that entity. However, you can only have one EOJDBC prototype in any particular project. If you have five models, only one of them can have an EOJDBC prototype at any...that makes a little bit difficult to make global changes for all prototypes.
[15:12] If I want to replace all of my prototypes with a different set of prototypes, it's a little bit difficult to do. Actually, we'll take a step back and look at a bit of history. At one time, different database types used to have their own adapters. They didn't use JDBC back in the days of Objective C. You actually had an adapter that clocked to the different databases. Because they had their own adapter, you could have prototypes that were based on the adapter names, so EO, adapter name, prototypes.
[15:46] The prototypes that you wanted to use would get chosen correctly based on what adapter you were using. If you were using the Oracle adapter, then you would get the Oracle prototypes or, if you're using the open‑base adapter, you'd use the open‑base prototypes, et cetera.
[16:04] However, now, there's only one adapter. Well, yes, in vanilla WebObjects, there's pretty much only one adapter that most people use now. You end up with one set of prototypes, the EOJDBC prototype. Even though you might be potentially talking to several different types of databases, you could be talking Oracle or you could move to MySQL or you could be using FrontBase or you could be using OpenBase. They're all using JDBC.
[16:31] They all essentially rely on the same prototype. That's why there's only one of them per project and it makes it a little bit different to swap them out wholesale. How can you do that? Well, you can put your EOJDBC entity into a model that lives in a framework. Then you might have several frameworks that have different EOJDBC prototypes in them based on the different databases that you could conceivably be using.
[17:11] Then you will reference the appropriate database...The appropriate framework based on what database you need to be working on. Maybe I'll have a Postgrass prototype framework and an MySQL prototypes framework, and depending on what database I'm going to be talking to with my project, I would include one framework or the other.
[17:34] We'll do a quick demo. I have an excitingly name project here called "EO Prototypes Demo." Really all it has is an EO model in it. We're just going to create our EOJDBC prototypes entity here. The table name, class name, don't really matter. I'm going to create an I‑D attribute. I'm going to make it the primary key. Give it an external type of "N."
[18:54] Let's create another couple of attributes. We'll create a varchar 255. We'll say it's going to be, "varchar." External width is 255 and it's going to be string. One more. So this is varchar 16. So our external width will be 16. It will be string as well. And now, if we go to our database connectivity or our config, you can see that there is a OEDDBC prototypes that we can choose.
[20:07] If we choose that, and then create just another entity, when we start creating our attributes from the prototype pick‑up...Oh, did it only show me one? Please ignore the man behind the curtain. There we go. So now we can work through our model instead of having to specify the external type, and all that kind of stuff.
[21:20] Specifically, we can just pick the prototype and that stuff gets entered automatically. We're free to modify the values that come from the prototype. You can pick a prototype and then modify the values that it gives you. You could pick a varchar 255 and then say, "Well, actually the width I want is only going to be 150." And that's fine as long as you're only doing for edge cases.
[21:53] But if you find that you're doing it all the time, then it probably means that you need another prototype. Again, in Project Wonder, a lot of the work is done for you. EO prototypes provide a one trip prototypes for your projects, and we'll do a demo where I can show you all the prototypes that you get. But in addition, it does smart switching based on the type of database that you're using.
[22:41] So if you're using MySQL, then it will automatically know the prototypes it should be using are ERJDBC MySQL, ER MySQL JDBC. I can't remember. One of those. So, essentially, you add the ER prototypes framework to your project, and it has a dependency on ER extensions. You select the desired EOJDCB, whatever prototypes, and in to de‑modler and profit.
[23:18] The nice thing about that, a lot of people are already using Wonder. There's a lot of people already using the Wonder prototype. So, if you choose from the Wonder prototypes, you know that your choices are going to jive with a lot of other people who were working with the same set of tools. So it's nice to have that standardization.
[23:41] We'll do a real quick demo here, because really there's not a lot to it. I have a second project here. This one is based on Project Wonder. So if we go in and look at the build path, you see that this project was based on the standard vanilla Project Wonder application template. So you get ER prototypes added to your project by default when you use that template. It has a model in it.
[24:30] If I open the model and select the configuration for the model, you'll see that these are all the prototypes that exist in Project Wonder. So, access, DB2, D Base, Derby, Firebird, FrontPace, InterBase, MySQL, OpenBase. If we choose one of these, and then again go through the process of treating our attributes, you'll see that there's a fairly large selection of prototypes that already define in Project Wonder.
[25:22] So, amount, lob, Boolean. And some of these are pretty cool. Boolean does the store‑a‑Boolean with the varchar with the five trick. So who here uses that? Who here knows what that means? It is using a custom data type, and a factory method, and conversion method. To say that if I have a Boolean...Boolean is my value class.
[26:10] My factory method is value of my conversion method to string. So if I take a Boolean and call a string on it, I'm going to get a string of true or false. If I have a Boolean and I pass it in a string of true, and call value of, it's going to give me a true. If I pass it in a false, it's going to give me a false. So this is all kind of happening in them model for us.
[26:36] We don't really have to think about it. But, basically, we get true Booleans objects. Out of our objects and in our database, we have strings which are true and false, which have the added benefit of being humanly readable, which is kind of cool.
[26:58] Currency amount sets up a big decimal with a decent precision and an external type of decimal or whatever the correct one is for...yeah. The only one I'm going to look at is ID, which is the primary key. So, if you're going, "What prototype should I use for primary key?" You use ID. There you go. But there's rarely that I find that there's not a prototype in Wonder that covers the kind of need that I have.
[27:36] I don't know whether I'm similar to you guys or not, but oftentimes for me or for us, the database ends up being a persistent storage mechanism for our objects. We don't really use it often as a database. So if I'm close with my prototypes, I'm happy.
[28:16] Resources for prototypes. Project Wonder's ERX model source, is interesting to see what they do as far as intelligently choosing prototypes based on database type. Again, "Practical Web Object," chapter two has a good section there on prototypes. You all have a copy of "Practical Web Objects," right? The correct answer is yes.
[28:51] This is really the meat of the presentation. In some ways, you can think of the previous two topics. The connection dictionary twiddling, and the prototypes thing as making it easier to get to this point, which is using migrations. So what are migrations? Well, for one thing, they require Project Wonder. They come to us via Project Wonder. They provide database versioning and automatic schema updates which is really pretty cool stuff. They are inspired by Ruby on Rails migrations.
[29:34] Again, another thing that has been liberally stolen from ROR. Initially implemented by Mike Shrieg. Is there isn't that this guy hasn't had his fingers in? I feel bad because they're based on work done by some other people prior to him. But he was the one that made them warm and fuzzy and really usable. Why? Well, they help keep dev teams in synch.
[30:03] So, if you've got multiple people working on a project, and someone extends the model and enhances the database, migrations make it real easy for everyone else to get those changes without really having to think about it.
[30:19] Before migrations, I don't know. I was probably similar to a lot of you in that we used to have in our project folder. We used to have updates folder with a bunch of SQL scripts. You had to keep track of which ones you'd run. And then, when there were changes, everyone had to make sure that they wrote a little chunk of SQL to make sure that you could bring the database up to speed.
[30:44] Migrations handles all that for you. They help simplify deployment. So if you've got minor changes and you need to go pushed up to deployment, you can just run the application and it will bring it up to speed. In some ways, it's like having DB versioning or your database versioning included in your source code management.
[31:03] Because migrations are all part of the project and they are all code, then all of that stuff exists in your source code management. You then can go back in time and see what the database was like at some point in the past.
[31:16] Because Travis says that you should, that, I did that this morning. So, how? Well there's three scenarios that you're likely to encounter. One, you're creating a database from scratch. So this is a project that you're starting. No database exists and you're going to start with migrations. You're going to follow migrations all the way through, kind of clean whatever‑‑clean field, clean sky, clean room, clean something. It's migrations, nothing but net.
[32:02] Second scenario is you're adding to an existing project. You've got an existing project, already exists, the model already exists. The database has already been generated. You want to retrofit migrations into it. So, we'll talk about that.
[32:17] Third, is what you do after you've got the migrations running. You've done the initial step of generating the migrations, which you can do pretty much from free from within Entity Modeler.
[32:29] Who here has clicked on the migrations button in Entity Modeler and seen that chunk of Java? You didn't just take the next step and use it?
[32:41] Once you've got that first step, you use that, and then you make a change, that's the next step. Extending a database schema using a migration. So, we'll look at those three scenarios.
[32:58] From scratch, first we have to configure some properties. Then we have to create an empty database. This is the one step that migrations doesn't do for you. It won't actually create the database. You need to do that. You need to create a database with a correct name. That's all you need to do but you do need to do that step by hand.
[33:24] Then, we generate the migration from within Entity Modeler. So, click on that button generating that chunk of code, and we add a migration class to our project with the name based on your model. So, model name, Zero. This is the first migration. This is the one that gets us off the ground. We populate it with the generated code that we get from Entity Modeler. Then we run the application.
[33:55] Let's look at the properties that we need to set. First, we need to tell it what models do we want migrations to run for. You may have several models in your project. Some of them may be static that you don't want to be migrated, others you do. But, you can tell migrations about them here.
[34:17] The next property is do you want migrations to run automatically at startup. When you launch the application, do you want it to look at the migrations and figure out whether it needs to bring them up to speed?
[34:32] Create tables if necessary, allows you to tell migrations that you want it to automatically create the support tables that migrations use to track where it is. Then, finally, there's an optional one which is migration class prefix. If the name of your migration class doesn't match the name of your model, then you need to tell migrations about it here.
[34:58] If your model is, Hot New Model and for some reason your migrations class is called New Model, then you would specify it here. So, migration knows what class to look for.
[35:15] Let's look at a demo of that. To do this, I'm going to use the Jobs Manager application that Pasquale's been working on. First thing we need to do is we need to set the properties. Where am I?
[36:13] Here, I'm setting the connection dictionary information, so that the migrations can get at it. I'm going to tell it what the URL is for my database. I'm going to tell it a user name and password. Don't go spreading this around. I wouldn't want you to compromise my highly‑secure sites.
[36:36] I'm also telling it what the driver is. You can see from the URL that it expects there to be a database called, Jobs Manager. Let's go make sure that I've got...I don't make you all ill, I'll back out. I have an empty database already created called, Jobs Manager.
[37:10] The next set of properties that I need to add are the ones that configure migrations. I need to tell it what model I'm going to be working with, so, job postings. I need to tell it whether I want it to migrate at startup and it's true, and whether I want it to go ahead and create tables, if necessary. So, that's true as well.
[37:38] The next thing I need to do is I need to create the migration class. So, I'll start by adding...What did I just do? I'll start by adding a new package. Then, in this package, I'm going to create a new Java class and it's Job Posting, is the name of the model.
[38:28] This is going to be my first migration so I'll give it a migration number of zero. I just need the stub of the class for now. I'll just finish there. I open my model. Darn. That's better, nothing worse than an out‑of‑sync model.
[39:07] Now, I'm going to generate the code for migration class. I start by selecting the root of the model and then clicking the migration button. I'm just going to copy all of this and close that window, and then paste it over top of the content of my migration class making sure that the package doesn't get overwritten. Make sure that all of that is saved.
[39:47] Now, if I'm lucky, I should be able to run this application. The application loads. If I go in and look at my database, I now have the two tables that match the entities I had in my model. There's one other table that I get, which is the DB Updater Table, underscore DB Updater. This is the table that migrations used to figure out where it is.
[40:30] So, where the model currently is, what step the model's currently at so, that if I add a new migration it knows whether it needs to run it or not. It does that by the version value in that DB Updater. If there's multiple models that point at this database, it tracks that by model name.
[41:06] Let's take a look at the migration class, just for a second. There are three methods that are required for this migrations class. This particular one is based on ERX migration database.migration. So, it's an inner class of ERX migration database.
[41:26] This is the one that you'll probably end up using the most. It's the one you get auto‑generated from within the Entity Modeler so, this is the class you're likely to use the most. There's three methods. There's upgrade, which does the heavy lifting. There's downgrade, which as the comment implies, does nothing.
[41:44] I don't believe there's any way to call downgrade, currently, from within your code. So, it does half a migration. It will migrate forward in time. It doesn't migrate back, at this point.
[41:57] The final one is model dependencies. Model dependencies takes an array of ERX model‑version objects. A model‑version objects takes the name of a model and a version number.
[42:11] So, if you've got a complex application with multiple models that are all being migrated, and they may not all be migrated at the same time because maybe you have frameworks that are being built at different times. And so, this is a way of telling this migration that it is dependent on specific versions of the other migrations. It won't run until those have been brought up to speed first.
[42:41] Let me just think. I think, yes? You have no idea what I'm thinking.
[42:58] When you've got a clean slate to work with, migrations are pretty easy to add to, because it already generates the code for you, you just have to set a couple of properties, it and add the framework, and Bob's your uncle. He was, actually, my uncle. Sorry.
[laughter]
Man 1:  [43:23] Reminiscing there a bit. If you're adding to an existing project, things can get a little bit more complicated. We want to configure the properties. We want to generate the migrations in Entity Modeler, add the model name Zero migration class with the generated code, run the app. I said that things got a little bit more complicated. They do because there's a new property. [43:47] We need to set all the standard properties that we do from a clean slate in migration, but we also need to tell it where you want it to start. You need to tell it at what migration version is the database currently sitting at.
[44:06] If you're adding this to a brand new application, you can just say, "OK, I've just taken the model that represents the database, as it sits right now. I've generated a migration. So, the database is currently at version zero so, I'll tell it it's at version zero."
[44:24] But if you've been jumping back and forth doing migrations and then someone comes along and modifies the database behind your back, then you add that migration. This number may not be zero. It may be N.
[44:39] There's actually two ways of handling it. This is the easiest way because all you have to do is set a property. But, you can actually go in and edit the database to do the same thing.
[44:52] Quick demo of this. What I'm going to do here is I'm going to take my database, and I'm going to delete the DB Updater table. Essentially, it's like saying that this database has never had migrations run against it. Don't try this on a production application.
[45:36] Now, if I run my application, migrations are going to see that they're enabled, because all our properties are still set, we haven't modified any of that stuff. It's going to try and run, and it's going to give us an error down here.
[45:56] Let's see whether we can actually see the error. There we go. Table user already exists. So, it's tried to run the migration. It says add the user table, the table already exists. It's going to go, boom.
[46:19] We've got two possible solutions to this. You'll see that the DB Updater table was re‑added, because that's the first thing that migrations do if you've told it that you want it to auto‑generate the required tables.
[46:42] That's interesting. What am I looking at? Oh, interesting. Maybe if I do it a bunch of times. I think I have to zap my P‑RAM. In my experience, it normally populates that table, and if it does that...What am I looking at here? Structure...Is it saying...? Rows, one. Here, let's try this.
[47:53] Idling Snow Leopard. So, because this is the first time it's run, its version is minus one. Brute force we could actually go in and edit that version number and say, "No, no, no, no. We're actually at version zero." That would solve our problem.
[48:13] Or, we can do the nice way, which is go into our properties file, and specify that our initial migration version is zero. Now if we run, the app launches and does the right thing. Adding migrations to an existing application is not all that hard, nothing to be scared of.
[49:10] Next scenario is extending a schema. We've gone in and we've modified the model. We now need to add a new model name in migration class. Whatever is the next number in steps, where, if it's zero, it's going to be one, whatever.
[49:31] We need to add the necessary code to the upgrade method of our new migration class that brings the schema and the database into sync. Unfortunately, there's no magic way of doing this.
[49:47] There's no, "generate a delta" between what I've got and where we are. Mike has hinted, periodically, over the past two years that there's something, maybe, that he's thinking about. But, it hasn't seen the light of day. He's such a slacker.
[50:08] Then we run the app. Let's go do that for a very simple database change. Or, a very simple model change. In the user entity I'm going to create a new attribute and I'm going to call it, Security Level, and we're going to make it an ENT. We've changed our model.
[51:05] Now we need to generate the migration for this. The easiest way I found to do this is, I make a copy and paste the existing migration, increment the sequence number, and generate it, so I end up with a template. Then I delete the contents out of the upgrade method. Now I've got an empty migration ready to go.
[51:46] Then, from within the model, because my changes are localized to a single entity, I'm just going to select that entity, and I'm going to generate the migration for it. I'm just going to copy, just the contents of the upgrade method.
[52:09] As I said, there's no way of doing this automatically, but you can use the tools to give you some of what you need. I don't need most of this. All I need is the security level. I can get rid of everything that is not that. And then, I need to make one other minor change.
[52:41] Right now, we're calling, into this method ,we get past an ERX migration database here. ERX migration database has a bunch of methods for managing the tables. So, we're going to, by default, it's assuming that because you've generated it from your model, you're going to create new tables. We don't actually want to, we want an existing.
[53:17] I want an existing table named "User," and that gets us a reference to an ERX migration table, which has a bunch of methods for managing the columns in a table. Database allows us to manage tables. The table allows us to manage columns.
[53:42] We have a reference to an existing table and then we can call, in this case, new integer column, which takes the name of the new column and whether or not it is allowed to be null. In this case, it's false.
[54:11] So, now, again, we run our...It's giving me an error. Is that the error that I expected? Let's see. It's a little bit hard to...Yes, it is. OK.
[54:54] If you saw my post to the Wonder dev list earlier today, I'm running, usually, I run WebObjects 5.3.3. Because of my issues, this machine is based on WebObject 5.4.3, and there's a problem using migrations and WebObjects5.4.3 and MySQL.
[55:26] There is not a custom SQL synchronization factory that conforms to the correct API for MySQL. Or at least, I didn't know there was until Ramsey supplied me with one. So, let's go add that to our build settings, our build path.
[56:00] There we go. MySQL plugin. Raise your hand, wave it around. Oh, it.
[56:16] So, now, I'm going to run again. See, you had nothing to worry about. Now we go take a look at, what's that? No, there it is there. I have no content. I'm sure there could be a joke there, but...
[laughter]
Man 1:  [56:51] It's created the new security level column for our database. So that's extending an existing schema. [57:08] Now, everything that I've shown you so far has been managing the schema using the migration class, migration database, migration class method. We're doing it all in Java. But you can also use SQL. You can do that from within your migration class. Sometimes that's necessary. For instance, I just added a required attribute to that entity.
[57:41] What happens if you already have a database populated with stuff? Maybe you create a relationship, a required one to one relationship to another entity. You need to do some stuff to make everything valid after you've created your tables. You need to go through the existing data and set those values to arbitrary, set those columns to arbitrary values or build relationships or do whatever.
[58:08] You can do that by using the ERXJDBC utilities execute update. You pass it in the database adapter, or adapter channel that you get from the database object you're given and then just give a chunk of SQL and it'll execute it. You just need to do that at the end of your migrations.
[58:32] Alternately, there are times when you want to do a ton of stuff that doesn't make a lot of sense to do within code. Maybe this is the initial creation of your database and generating the schema is fine within code. But maybe you want to populate it with a bunch of default information, provinces and states or countries or months or any number of different chunks of lookup information.
[59:07] You want to just hand an SQL script and get it to run. You can do that by adding a model name, sequence number, migration class. However, you inherit from ERX migration, not ERX migration database dot migration. Then, in your resources of your project, you give it a model name sequence number_upgrade.migration file, which contains the SQL that you wanted to run.
[59:55] If you have a model name sequence migration class that inherits from ERX migration, it ends up being just a stub. The ERX migration looks at it and goes, "Oh, I've got a file I have to find based on this name and I'm going to run that and execute the SQL I find in it." Then you run the app.
[60:22] There's one more property that you can set based on this. That is whether or not you wanted to use database‑specific migration files. Because you're running raw SQL, you may not be able to run that same SQL across all of your databases. If you've got multiple databases that you're switching between, then you may need to give it multiple migration sequel files. They're named based on this naming convention.
[60:54] In between the model name sequence number and upgrade, you have to slap in the name of the database type. Now, I said I was going to do a demo here, but I'm not. Is that OK with everyone? You don't have much choice.
[61:19] Resources. The ER.Extension.migrations package description. If you go into the package and then read the description, it's pretty comprehensive. It's a little bit out of date, because there's easier ways of doing that stuff. Mike outlines all of the complexity involved in what he is trying to do here and answers the question, "Why you can't use EO's from within a migration?"
[61:47] I can explain that now if anyone wants to know. I guess that's no. Yes? No? Yes?
[61:59] Also, the ERX migration database Java doc will tell you all the helpful methods for managing the tables and the ERX migration table Java doc will give you all the helpful methods for managing the columns.
[62:15] I'm done. Any questions?
Man 2:  [off mic question] [62:21] . Thank you.
Man 1:  [62:25] No, and I resent the question.
Travis:  [62:29] I was reading something the other day, and I didn't take the time to post about it...
Man 1:  [62:38] Does it say "On?" Is this thing on?
Travis:  [62:47] It's working.
Man 1:  [62:48] OK, fine. If you have a shared entity‑‑entities you want to put into the shared editing context‑‑you mark them as share, you hit the "Fetch All" and all that kind of stuff, but you want to do it with migrations. [63:01] I was in a pickle the other day where it seemed like application would launch and then it would immediately try to read those shared objects in the memory before it ran the migrations to populate them.
[63:16] Has anybody ever come into that situation? It's like a chicken and the egg kind of problem. The migration had one of those sequel scripts where I was going to do like, maybe eight inserts. But that didn't run first. The first thing that tried to run was "Fetch All." I'll bring those in.
[63:35] I've never seen that. I always thought that migrations ran really early in the launch sequence. Travis, have you seen anything like that?
Travis:  [off mic] [63:42]
Man 1:  [63:51] My work around‑‑I didn't like it‑‑but I just basically decided not to load them that early and I just lazily loaded them after the fact.
Travis:  [64:00] Right. I did some finagling to just find the default model group, this, that, that and that and finally...
Man 1:  [64:07] When were you loading the objects into the shared editing context?
Travis:  [64:15] First time, it was like, it was a hack, first time main.wo got.
Man 1:  [64:18] No, I meant, does that happen automatically or before that when it was causing the problem? Or were you loading them yourself?
Travis:  [64:25] Oh, no, I didn't try doing anything fancy, I just marked it with Entity Modeler. I said, these objects should be shared. It automatically made a "Fetch all" for me.
Man 1:  [64:33] Oh, OK.
Travis:  [64:34] And then, when you launch your app, at some point, fairly early, it normally loads all. It's almost like read only, the shared objects.
Man 1:  [64:43] Yes.
Travis:  [64:45] So, fairly early, tries to load them up. but it's actually earlier than the migrations run that it does that.
Man 1:  [64:49] Yeah. I don't have an answer for you, but that sounds like something that you might want to log a jirah against. That's right. Or have Andrew say....since no one uses that, you're SOL.
Travis:  [65:05] Nobody that matters. [laughs]
Man 1:  [65:05] That's right. Anyone else?
Man 3:  [65:14] So, where did that MySQL plugin come from and how do I get it?
Man 1:  [65:25] Really, it should end up, something like it should end up in Project Wonder.
Man 3:  [65:31] Yeah, I've been waiting for a while to get this all to work and I'm excited.
Man 1:  [65:54] Well, it's, even if it makes it in only to spur someone else to actually commit. Again, that's one of the reasons we've been staying away from 5.4, just because we haven't had the time to actually fix it, because normally, we just wait for someone else smarter than us. [66:18] Anybody else? I'm not sure how far I can walk without feedback taking my head off, so.
Man 4:  [66:29] My question is about downgrading a database. In the documentation, they talked about, it's not implemented yet.
Man 1:  [66:39] Right.
Man 4:  [66:40] But they say...
Man 1:  [66:41] And then, subsequently, people have asked, and like I said, no, that doesn't do anything.
Man 4:  [66:48] But in the documentation, they say from step zero to step one, it's actually, your first step is going to be in migration zero. And it's going to, from step zero to step one. If you want to downgrade, you have to put it in the one file so, not in the same file. Does that make sense, or I read it incorrectly?
Man 1:  [67:23] No. My understanding is that the downgrade is just the opposite of what the upgrade is.
Man 4:  [67:32] That would be in the same file?
Man 1:  [67:33] In the same file.
Man 4:  [67:34] OK.
Man 1:  [67:36] It's all arbitrary, because it's not called, and there's no way to call it. But my reading is, and that's how Ruby on Rails works. If you're going to upgrade something, then you also tell it how to downgrade it.
Man 4:  [67:53] Thank you.
Man 1:  [67:53] You're welcome.
Man 5:  [68:00] Don't worry. I'm not actually going to ask you questions. Just a couple comments. There was a question earlier about getting entity modeler to generate the migrations as you make changes to the models. This isn't too hard to do if it's just one person who checks out the model at a stage, makes some changes, generates the migration, and checks everything back in. [68:20] The problem Mike hit, and the reason he doesn't move forward with it, is if you get a bunch of different people that check the model out and make some changes and check it back in without making a migration then at some point when somebody goes to make a migration it's really, really hard to figure out what's happened.
Man 1:  [68:38] To be clear, I wasn't casting spursions against Mike.
Man 5:  [68:42] I have.
Man 1:  [68:43] In thinking about it, it makes my head hurt, just the sum total of complexity involved. I've thought some problems were impossible and he's done them.
Man 5:  [68:55] I think what it's going to end up being is it's going to have to be just a local thing so the changes are just local to what you have.
Man 1:  [69:02] It's a management issue.
Man 5:  [69:03] There is no merging of team changes into one migration. The other thing is that the longer term plan is to move migrations out of their extensions to their own framework, which will be called ER migrations probably.
Man 1:  [69:16] So you can mix them in without the dependencies?
Man 5:  [69:19] Yeah, that and I've got some other additions to it, using things like DB unit to update data, to add data as we go through. I've come up with some more API to make things easier. It's on my table of things to do. I think Gido has some changes he wants to put into it as well.
Man 1:  [69:33] Would DB unit for updating modifying data eliminate the need for doing the chunks of SQL in your migrations?
Man 5:  [69:42] It eliminates the need for doing large chunks of SQL. It basically captures table content as XML and then allows you to re‑import it. It's good for updating configurations, adding new configuration data.
Man 1:  [69:57] The one thing that I don't think I highlighted is that when you initially approach migrations, it may look like it's more work than what you're doing now, but as you begin to use them it makes your life easier in the long run and makes it clearer. As long as you're dedicated to using migrations, then that's the first place you go to after you've made your model changes. [70:31] I've made my model changes, I now go to my migrations and I enter the code and now my database is up‑to‑date. I don't have to think about it anymore. The database may not be up‑to‑date because I haven't run the migration, but, mentally, it's off my checklist.
Man 5:  [70:47] To paraphrase Dave, if you're not using migrations you're stupid.
Man 6:  [70:56] Hi, Mike. Long time listener, first time asker. When you were doing the prototypes before, this is probably a simpler question, you had that first model and you added attributes to it and then when you created the next model and you added attributes and the prototypes from the things you had already done in the last, one showed up so you had the quick picks of things that you already did. Which one of those becomes authoritative if you change one of them?
Man 1:  [71:32] Sorry, you lost me. The EO prototypes example that I did at the very beginning, the very simply one where I'm just adding in EOJDBC prototypes. The EOJDBC prototype is the only one that's going to dictate prototypes. Only attributes created in the EOJDBC prototypes are going to show up as a pop‑up for new attributes. Does that make sense?
Man 6:  [72:01] Right, but like, none existed, right? There were no prototypes in the beginning when you started.
Man 1:  [72:06] In the beginning, there was no prototypes. That's correct.
Man 6:  [72:10] You added attributes to one model. And then, when you created the next model and you added attributes, you had.
Man 1:  [72:17] Oh, the second model was actually based on a project, was a Wonder project, and that included ER prototypes. So, all those prototypes you could choose from were there just because we'd included ER prototypes framework into that project.
Man 6:  [72:36] That was the second time we did that, [inaudible 72:37] huge list from ER prototypes. [72:40] But before that, I thought when you created, the very first time when you were showing prototypes. I thought we created a model, you added an attribute, you put in the properties by hand. Then, you created a new model, you added an attribute, and then, there was a prototype that was like, I thought, I might be wrong. It was auto‑generated from what you had previously added.
Man 1:  [73:02] Yeah, it wasn't a new model. It was the same model. I created an entity, named it EO JDBC prototypes, added some attributes to it. They became my prototypes. I created another entity, and that, well, I went to the configuration, said that I wanted to use my EO JDBC prototype entity as the prototypes for my project, created a new entity. And now, it could pick from the prototypes that were available. [73:32] I had to quit the modeler and open it again to get it to refresh to see them.
Man 6:  [73:37] OK. All right. One other question I had was, with the prototypes, that seems it's really great for having database independence so that, if you switch from one thing to another, you don't have to worry about going in there and changing the types and stuff. [73:55] Does that automatically happen when you change the connection properties? Or how does that work? If you're changing the connection properties and you're going to be talking to a totally different database but you've already picked the prototypes for, let's say, MySQL, and now you're switching, like, post graze. Do you have to go back into each model and reselect the prototype or does that dynamically?
Man 1:  [74:17] No. There are two things that use prototypes for. One is for modeling. When you're modeling, you need to manually select the prototypes that you want to use as a modeling here and now. But once you've selected that, when you actually run at run time, it's going to choose the prototypes based. [74:37] If you were using, if it's a Project Wonder application, it's going to choose the appropriate prototypes based on the name of the database.
[74:51] Anyone else? No. OK. I'll just repeat it. Bring it on.
[75:27] I don't believe so. So, the question is, the scenario is, I create an attribute. I override one of the values supplied by the prototype, maybe the string width, something like that.
[75:41] And then, at some later date, I go back into my prototypes and I modify that prototype. Does that value, that change in the prototype get picked up in my model? I don't believe that happens.
[75:56] What happens is, it leaves the values for the properties blank, and if there's a blank property, it pulls that from the prototype. If you change it, then that value's no longer blank, and it will use that, because you've told it to use it.
[76:16] Anybody else? Well, I'm around for the labs for the rest of the weekend, so if you've got any questions, come see me and I'll claim ignorance. I don't know.
[76:29] So, thank you.
[applause]
[76:31]
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